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Is there another option besides learning a single 
prototype, or storing every single exemplar?

What is a chair?

Exemplars PrototypeAnother option?



The mind could represent a concept, like “boat”, as a collection of 
several prototypes... and even specific examples.

We want model flexibility depending on the structure of the data.

prototype 1 prototype 2 prototype 3

Somewhere between exemplars and 
prototypes…
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2 categories
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5 clusters

Stimuli plotted in feature space



What is a chair?

Exemplars PrototypeRational model

The Rational model can discover cluster structure, 
interpolating between prototype and exemplar 
models in a principled way
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Anderson’s “rational model”
Base rate of CLUSTER k (not category) is the probability of a new stimulus 
belonging to that cluster
(this model is called the “Chinese Restaurant Process” or “Dirichlet Process” in statistics 
and machine learning)
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Scoring similarity of new stimulus F  to existing cluster k  (likelihood)

Using Bayes’ rule, we to classify the new item F in a cluster k (posterior)

P(k !F) = P(F !k)P(k)
P(F !new)P(new) + !k" 
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The form of this distribution depends on 
whether features are discrete or continuous. 
Class labels are treated just like any other 
feature (see paper for details)

Base rate of CLUSTER k (not category) probability for new stimuli (prior)
(this model is called the “Chinese Restaurant Process” or “Dirichlet Process” in statistics 
and machine learning)



Rational model in action
(last dimension is 
category label)
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Abstract

We trained a large, deep convolutional neural network to classify the 1.2 million
high-resolution images in the ImageNet LSVRC-2010 contest into the 1000 dif-
ferent classes. On the test data, we achieved top-1 and top-5 error rates of 37.5%
and 17.0% which is considerably better than the previous state-of-the-art. The
neural network, which has 60 million parameters and 650,000 neurons, consists
of five convolutional layers, some of which are followed by max-pooling layers,
and three fully-connected layers with a final 1000-way softmax. To make train-
ing faster, we used non-saturating neurons and a very efficient GPU implemen-
tation of the convolution operation. To reduce overfitting in the fully-connected
layers we employed a recently-developed regularization method called “dropout”
that proved to be very effective. We also entered a variant of this model in the
ILSVRC-2012 competition and achieved a winning top-5 test error rate of 15.3%,
compared to 26.2% achieved by the second-best entry.

1 Introduction

Current approaches to object recognition make essential use of machine learning methods. To im-
prove their performance, we can collect larger datasets, learn more powerful models, and use bet-
ter techniques for preventing overfitting. Until recently, datasets of labeled images were relatively
small — on the order of tens of thousands of images (e.g., NORB [16], Caltech-101/256 [8, 9], and
CIFAR-10/100 [12]). Simple recognition tasks can be solved quite well with datasets of this size,
especially if they are augmented with label-preserving transformations. For example, the current-
best error rate on the MNIST digit-recognition task (<0.3%) approaches human performance [4].
But objects in realistic settings exhibit considerable variability, so to learn to recognize them it is
necessary to use much larger training sets. And indeed, the shortcomings of small image datasets
have been widely recognized (e.g., Pinto et al. [21]), but it has only recently become possible to col-
lect labeled datasets with millions of images. The new larger datasets include LabelMe [23], which
consists of hundreds of thousands of fully-segmented images, and ImageNet [6], which consists of
over 15 million labeled high-resolution images in over 22,000 categories.

To learn about thousands of objects from millions of images, we need a model with a large learning
capacity. However, the immense complexity of the object recognition task means that this prob-
lem cannot be specified even by a dataset as large as ImageNet, so our model should also have lots
of prior knowledge to compensate for all the data we don’t have. Convolutional neural networks
(CNNs) constitute one such class of models [16, 11, 13, 18, 15, 22, 26]. Their capacity can be con-
trolled by varying their depth and breadth, and they also make strong and mostly correct assumptions
about the nature of images (namely, stationarity of statistics and locality of pixel dependencies).
Thus, compared to standard feedforward neural networks with similarly-sized layers, CNNs have
much fewer connections and parameters and so they are easier to train, while their theoretically-best
performance is likely to be only slightly worse.
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convolving an image with a filter

image filter output

We slide the filter across the image to produce an output image
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Let’s go through computing with 
convolutions to build a feature map…
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a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
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tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
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issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.

Red Green Blue

Samoyed (16); Papillon (5.7); Pomeranian (2.7); Arctic fox (1.0); Eskimo dog (0.6); white wolf (0.4); Siberian husky (0.4)

Convolutions and ReLU

Max pooling

Max pooling

Convolutions and ReLU

Convolutions and ReLU

4 3 8  |  N A T U R E  |  V O L  5 2 1  |  2 8  M A Y  2 0 1 5

REVIEWINSIGHT

© 2015 Macmillan Publishers Limited. All rights reserved

channels

feature maps



Channel 0
(e.g., red)

Channel 1
(e.g., green)

Channel 2
(e.g., blue)

Filter 0 Filter 1 Next layer of network

Feature 
map 0

Feature 
map 1

raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Figure 4: (Left) Eight ILSVRC-2010 test images and the five labels considered most probable by our model.
The correct label is written under each image, and the probability assigned to the correct label is also shown
with a red bar (if it happens to be in the top 5). (Right) Five ILSVRC-2010 test images in the first column. The
remaining columns show the six training images that produce feature vectors in the last hidden layer with the
smallest Euclidean distance from the feature vector for the test image.

In the left panel of Figure 4 we qualitatively assess what the network has learned by computing its
top-5 predictions on eight test images. Notice that even off-center objects, such as the mite in the
top-left, can be recognized by the net. Most of the top-5 labels appear reasonable. For example,
only other types of cat are considered plausible labels for the leopard. In some cases (grille, cherry)
there is genuine ambiguity about the intended focus of the photograph.

Another way to probe the network’s visual knowledge is to consider the feature activations induced
by an image at the last, 4096-dimensional hidden layer. If two images produce feature activation
vectors with a small Euclidean separation, we can say that the higher levels of the neural network
consider them to be similar. Figure 4 shows five images from the test set and the six images from
the training set that are most similar to each of them according to this measure. Notice that at the
pixel level, the retrieved training images are generally not close in L2 to the query images in the first
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Computing similarity by using Euclidean distance between two 4096-dimensional, real-valued vec-
tors is inefficient, but it could be made efficient by training an auto-encoder to compress these vectors
to short binary codes. This should produce a much better image retrieval method than applying auto-
encoders to the raw pixels [14], which does not make use of image labels and hence has a tendency
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7 Discussion

Our results show that a large, deep convolutional neural network is capable of achieving record-
breaking results on a highly challenging dataset using purely supervised learning. It is notable
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To simplify our experiments, we did not use any unsupervised pre-training even though we expect
that it will help, especially if we obtain enough computational power to significantly increase the
size of the network without obtaining a corresponding increase in the amount of labeled data. Thus
far, our results have improved as we have made our network larger and trained it longer but we still
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visual system. Ultimately we would like to use very large and deep convolutional nets on video
sequences where the temporal structure provides very helpful information that is missing or far less
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raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Is it a prototype model? Is it an exemplar model?
• well, it’s not really either type of model. nor is it a mixture model like the 

rational model. 
• It could choose to use its millions of parameters to store individual examples, 

abstract prototypes, or learn clusters



Review: Similar in what respect? What 
counts as a feature? 

Bird? Birds  
You’ve Seen Prototypical 

Bird • What counts as a feature? (Murphy & Medin, 1985)


To change the importance of age, we could include features for "around 10 years 
ago," "around 100 years ago," "1000 years ago”,  etc.

To change importance of size, we could include “smaller than the earth,” “smaller 
than a country”, “smaller than a city,” etc.


• AlexNet doesn’t seem to suffer from this philosophical issue — it learns the features it 
needs to solve the classification problem.



Goodness ratings are 
highly consistent 
across participant

Instructions: 

...‘Which breeds of 
dogs are real “doggy 
dogs”? To me, a 
German Shepard is 
very doggy, but a 
Pekinese is not. “Rate 
the extent to which 
each instance 
represents your idea 
of image of the 
meaning of the 
category"’

(Rosch, 1975) 

COGNITIVE REPRESENTATIONS OF SEMANTIC CATEGORIES

APPENDIX
TABLE Al: NORMS FOR GOODNESS-OF-EXAMPLE RATING FOR NINE SEMANTIC CATEGORIES

229

Member

Goodne

Rank

>s of example
Specific

score Member

Goodnes

Rank

3 of example
Specific

score

Furniture

chair
sofa
couch
table
easy chair
dresser
rocking chair
coffee table
rocker
love seat
chest of drawers
desk
bed
bureau
davenport
end table
divan
night table
chest
cedar chest
vanity
bookcase
lounge
chaise lounge
ottoman
footstool
cabinet
china closet
bench
buffet

1.5
1.5
3.5
3.5
5
6.5
6.5
8
9

10
11
12
13
14
15.5
15.5
17
18
19
20
21
22
23
24
25
26
27
28
29
30

1.04
1.04
1.10
1.10
1.33
1.37
1.37
1.38
1.42
1.44
.48
.54
.58
.59
.61
.61
.70

1.83
1.98
2.11
2.13
2.15
2.17
2.26
2.43
2.45
2.49
2.59
2.77
2.89

lamp
stool
hassock
drawers
piano
cushion
magazine rack
hi-fi
cupboard
stereo
mirror
television
bar
shelf
rug
pillow
wastebasket
radio
sewing machine
stove
counter
clock
drapes
refrigerator
picture
closet
vase
ashtray
fan
telephone

31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60

2.94
3.13
3.43
3.63
3.64
3.70
4.14
4.25
4.27
4.32
4.39
4.41
4.46
4.52
5.00
5.03
5.34
5.37
5.39
5.40
5.44
5.48
5.67
5.70
5.75
5.95
6.23
6.35
6.49
6.68

Fruit

orange
apple
banana
peach
pear
apricot
tangerine
plum
grapes
nectarine
strawberry
grapefruit
berry
cherry
pineapple
blackberry
melon
blueberry
raspberry
lemon
black raspberry
boysenberry
watermelon
cantaloupe
lime
tangelo

1
2
3
4
5
6.5
6.5
8
9

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

1.07
1.08
1.15
1.17
1.18
1.36
1.36
1.37
1.38
1.52
1.61
1.77
1.82
1.86
1.19
2.05
2.09
2.14
2.15
2.16
2.21
2.38
2.39
2.44
2.45
2.50

papaya
honeydew
fig
mango
guava
pomegranate
cranberry
passion fruit
prunes
gooseberry
date
kumquat
raisin
muskmelon
persimmon
pawpaw
coconut
avocado
pumpkin
tomato
nut
gourd
olive
pickle
squash

27
28
29
30
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32
33.5
33.5
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

2.58
2.73
2.86
2.88
3.03
3.05
3.22
3.22
3.30
3.33
3.35
3.39
3.42
3.48
3.63
4.30
4.50
5.37
5.39
5.58
6.01
6.02
6.21
6.34
6.55
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Typicality ratings are highly reliable and 
predict many aspects of categorization.



• For people, typicality influences performance in practically 
any category-related task

• speed of categorization
• ease of production
• ease of learning
• usefulness for inductive inference

• No known model successfully predicts typicality ratings 
from raw images -- How do convnets perform?

Can you use ConvNets to predict category typicality?

typical dog atypical dog

Lake, B. M., Zaremba, W., Fergus, R., & Gureckis, T. M. (2015). Deep Neural Networks Predict Category 
Typicality Ratings for Images.



Least typical

Most typical

Category: Banana  (#=0.82)

rating key: [machine (0-100), human (1-7)]

Human typicality ratings Convnet typicality ratings
How well does this picture fit your idea or image of the category? (rated on 1-7 scale)



Least typical

Most typical

Category: Banana  (#=0.82)

rating key: [machine (0-100), human (1-7)]

Human typicality ratings Convnet typicality ratings
How well does this picture fit your idea or image of the category? (rated on 1-7 scale)



Human typicality ratings Convnet typicality ratings

Least typical

Most typical

Category: Bathtub (#=0.68)

rating key: [machine (0-100), human (1-7)]



Human typicality ratings Convnet typicality ratings

Least typical

Most typical

Category: Envelope (#=0.79)

rating key: [machine (0-100), human (1-7)]



Human typicality ratings Convnet typicality ratings

Least typical

Most typical

rating key: [machine (0-100), human (1-7)]

Category: Teapots (#=0.38)



Rank Correlation
Banana 0.82
Bathtub 0.68

Coffee Mug 0.62
Envelope 0.79

Pillow 0.67
Soap dispenser 0.74

Table lamp 0.69
Teapot 0.38

Average 0.67

convolutional standard

Summary of 
typicality predictions

Prediction quality varies as a function 
of network depth.
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Abstract

Recent work has paired classic category learning models with
convolutional neural networks (CNNs), allowing researchers
to study categorization behavior from raw image inputs. How-
ever, this research typically uses naturalistic images, which
assess participant responses to existing categories; yet, much
of traditional category learning research has focused on using
novel, artificial stimuli to examine the learning process be-
hind how people acquire categories. In this work, we pair a
CNN with ALCOVE (Kruschke, 1992), a well-known exem-
plar model of categorization, and attempt to examine whether
this model can reproduce the classic type ordering effect from
Shepard, Hovland, and Jenkins (1961) on raw images rather
than abstract features. We examine this question with a va-
riety of CNN architectures and image datasets and compare
ALCOVE-CNN to two other models that lacked certain key
features of ALCOVE. We found that our ALCOVE-CNN
model could reproduce the type ordering effect more often
than the other models we tested, but in limited situations. Our
results showed that success varied greatly across the various
configurations we tested, suggesting that the feature represen-
tations from CNNs provide strong constraints in properly cap-
turing this effect.

Keywords: category learning; convolutional neural networks;
exemplar models; attention

Introduction
Category learning is one of the oldest and most central ar-
eas of cognitive science, with a wide range of computational
models developed to explain its many facets (Murphy, 2004).
One challenge for these computational models is how to spec-
ify the underlying feature representation that is provided as
input. It is common to either directly use the hard-coded, ab-
stract features as inputs, or alternatively, one could use repre-
sentations derived using multi-dimensional scaling from sim-
ilarity judgments, which project a limited set of stimuli into a
low-dimensional representational space (Shepard, 1980). Ei-
ther way, traditional models work with a representation sev-
eral steps removed from the raw stimuli.

Recent progress in computer vision opens the door to cog-
nitive models that operate on stimuli in their raw form, just
as a human participant might see them on the screen in an
experiment. Rather than specifying features in advance, con-
volutional neural networks (CNNs) learn to extract useful
high-level features from raw naturalistic images (Krizhevsky,
Sutskever, & Hinton, 2012), providing a potential route to in-
terfacing cognitive models with more raw forms of category
learning stimuli.

Recent studies suggest that CNNs may see the right sorts
of structure in raw stimuli for modeling human perception

and categorization. For instance, CNNs pre-trained for im-
age classification have shown success in predicting category
typicality ratings (Lake, Zaremba, Fergus, & Gureckis, 2015)
and similarity ratings from natural images (Peterson, Abbott,
& Griffiths, 2018). More recently, researchers have begun
to combine CNNs with classic prototype and exemplar mod-
els of categorization (Battleday, Peterson, & Griffiths, 2020;
Guest & Love, 2019; Singh, Peterson, Battleday, & Griffiths,
2020; Nosofsky, Meagher, & Kumar, 2020), usually with the
aim of predicting human categorization decisions for images
of common categories such as animals and vehicles.

These successes in predicting human judgments on nat-
ural images do not, however, imply that such an approach
will be a successful psychological model of categorization as
studied in its most classic setting: artificial category learn-
ing tasks conducted in the lab. This is the question we take
up in our work here. One of the most influential findings in
this vein is the classic experiment by Shepard et al. (1961)
which has been replicated many times (Nosofsky, Gluck,
Palmeri, McKinley, & Glauthier, 1994; Crump, McDonnell,
& Gureckis, 2013). Shepard et al. (1961) showed that with
stimuli composed of three binary features, six distinct cate-
gory types consisting of two categories with four members
each, referred to as Types I-VI, can be constructed (see Ta-
ble 1 for the full set of category structures, and Figure 1 for
examples of the stimuli). They found a strong relationship
between the types of categories and the difficulty with which
they are learned by human participants: the Type I category
structure is the easiest to learn. This is followed by Type II,
which is consistently easier to learn than Types III, IV, and V,
which are about equally difficult. Finally, Type VI was found
to be the most consistently difficult to learn, as the learner
needs to attend to all three dimensions and memorize all pos-
sible configurations of the stimuli.

The relative rate of learning across these six category types
has provided the field with a strong empirical constraint,
whereby computational models are required to capture this
effect to count as a serious theoretical account of human cate-
gory learning (Kruschke, 1992; Nosofsky et al., 1994; Good-
man, Tenenbaum, Feldman, & Griffiths, 2008). However, to
our knowledge, no existing research has attempted to examine
whether categorization models interfacing with raw forms of
the stimuli can capture this effect. Relative to previous stud-
ies that have focused on naturalistic images, attempting to
capture this effect presents two challenges. First, the stimuli
used in these tasks are more abstract compared to naturalis-

Can a “Deep-ALCOVE” predict SHJ results?



raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 
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work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
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present, the most popular non-linear function is the rectified linear 
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the input or output layer are conventionally called hidden units. The 
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so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Figure 3: Histogram of correlation scores across all models, datasets and CNN architectures. Each panel shows the histogram of corre-
lation scores for that simulation, with rows indicating the three models, and columns indicating each possible CNN and dataset combination.
The vertical dashed line indicates the threshold for a correlation to represent a successful type ordering, thus the colored bars to the right of
this line represent the set of simulations that produced correct type orderings. Our results show that all three models can produce correct type
orderings with most CNNs, but only for two out of three datasets and for a subset of permutations.

the subset with a zero attention learning rate was grouped as
CNN-ALCOVE-No-Attn. We included this set of models
with no attention learning in order to assess the importance
of CNN-ALCOVE’s attention weights for reproducing the
type ordering. The Abstract-ALCOVE simulations were sim-
ilarly grouped as Abstract-ALCOVE-Attn and Abstract-
ALCOVE-No-Attn. The association learning rate was varied
over the values [0.01,0.025,0.05]; c over [2.5,5.0,7.5]; and f
over [1.0,2.5,5.0]. Each simulation consisted of training the
model with six category types, across six permutations for a
total of 36 separate models trained per simulation.

Scoring the Results In order to determine whether the
CNN-ALCOVE or CNN-MLP models could capture the type
ordering effect, we first needed an automated method to deter-
mine whether a given simulation’s learning curves matched
the intended type ordering. For each simulation, we calcu-
lated the learning curves for each of the six category types as
the average probability of assigning the correct category label
to each stimulus per batch across all 128 epochs. For each of
the six types, we then calculated the integral, or the area under
the learning curve, using the trapezoidal rule, whose value de-
termined the rate at which a given category type was learned
(see Figure 5 for examples of some learning curves). Gener-
ally, a category type that was learned faster than other types
would have produced a larger integral, while a category type
that was learned slower would have produced a smaller inte-
gral. We chose the integral as our learning metric because we
were primarily interested in the type orderings of the learn-
ing curves rather than their precise shapes. A more precise

comparison would be difficult due to differences in the num-
ber of training epochs. These values were calculated for two
separate cases: one where the learning curves were first av-
eraged across all six permutations within a given simulation,
and another where the learning curves for each permutation
were treated as distinct simulations.

After obtaining the integrals for each category type, we
computed the ordering of the integrals to determine which
category types were learned in the inverse order (so that the
fastest learned type would have a value of 1, and the slow-
est learned type would have a value of 6). Then, we set the
true ordering to be the vector [1,2,4,4,4,6], treating Types
III, IV and V as equal reflecting the interchangability of these
types, and calculated Spearman’s rank correlation coefficient
between our inverted ordering and this true ordering. Our
results showed that all six possible type orderings that were
consistent with the SHJ type ordering effect achieved a Spear-
man rank correlation coefficient of 0.94, while a single incor-
rect ranking produced a Spearman rank correlation of 0.82.
Therefore, we set a threshold of 0.9, and this value served as
the floor for detecting whether a given simulation resulted in
correct ordering.

Results
Average Learning Curves We first report results on our
simulations where we calculated learning curves averaged
across permutations (counter-balancing the assignment of
physical to abstract features). We found that for the CNN-
ALCOVE-Attn model, only 19 (3.9%) of the 486 simulations

But Deep-ALCOVE does not robustly predict 
the right ordering across different key factors

Category Types
Stimulus I II III IV V VI
[0, 0, 0] A A B B B B
[0, 0, 1] A A B B B A
[0, 1, 0] A B B B B A
[0, 1, 1] A B A A A B
[1, 0, 0] B B A B A A
[1, 0, 1] B B B A A B
[1, 1, 0] B A A A A B
[1, 1, 1] B A A A B A

Table 1: The category structure for the six types in Shepard et al.
(1961). Each category type (I-VI) assigns four stimuli each to either
Category A or B according to different grouping patterns based on
the stimulus encoding. For each type, there are six possible permu-
tations for how the abstract encodings map onto the corresponding
features.

tic images. These images may not be well represented in the
kinds of datasets used to train CNNs, and such models may
not be able to extract the relevant features for categorization.
Second, the effect is based on the relative ordering across cat-
egory types. Whereas recent work using CNNs has examined
categorization behavior for known categories, here, we are
explicitly interested in the pattern of learning for novel cate-
gories and whether the same ordering learning curves can be
reproduced.

In this paper, we test this question by creating a hybrid
model that extracts features from images of psychological
stimuli using a CNN, and passes this to ALCOVE (Kruschke,
1992), an exemplar category learning model with learned at-
tentional weights, which we call CNN-ALCOVE-Attn. As a
control, we contrast our model against a variant with no atten-
tional learning (CNN-ALCOVE-No-Attn) and one where the
CNN features are passed into a multi-layer perceptron (CNN-
MLP). In the original ALCOVE paper, both of these variants
were unable to produce the correct ordering, and serve as
useful baselines here. We test these models against various
CNN architectures and image datasets, and across an exten-
sive range of hyperparameters. Our results show that while
our model can reproduce this effect, the successes were only
observed in a limited number of configurations tested.

Methods
Datasets We used three datasets for our simulations, each
containing 8 images of stimuli spanning all possible configu-
rations of the three binary features, as shown in Figure 1. The
image-based realization of each binary feature is different for
each dataset. In SHJ Set 1 (from Love (2002)), the three bi-
nary features are color (purple or blue), the presence of dots
(dots or no dots), and the presence of a line (line or no line). In
SHJ Set 2 (from Crump et al. (2013)), the images are varying
geometric shapes on a black background with a green bor-
der, with the three binary features being size (large or small),
shape (square or triangle), and color (black or white). Fi-
nally, in SHJ Set 3 (from Guest and Love (2019)), the three
binary features are the same as SHJ Set 2 but with different
values and visual appearance, with size (large or small), shape
(circle or square), and color (red or blue). Additionally, for
each dataset, there are six different mappings (permutations)
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Figure 1: The three image datasets in our simulations. Each of
the three rows depict a different set of eight stimuli. The fourth row
contains the corresponding abstract representations of the stimuli.
Each number encodes a value for one of the three binary dimensions
in each image.

between the abstract and image-based features. To computa-
tional models that take in the abstract feature representation
as input, these different image-based realizations are identi-
cal. However, each of the image sets are quite perceptually
different from one another, and therefore the different per-
mutations for each of the six types may differ. Furthermore,
using multiple image sets provided us with a good robustness
check for whether the type ordering effect would be consis-
tent across different image sets that are typically used in cat-
egory learning experiments.

Computational Model In this section, we describe our
variant of an attention-weighted deep exemplar model based
on the original ALCOVE model by Kruschke (1992), which
we refer to as CNN-ALCOVE. ALCOVE was chosen be-
cause the original model naturally captures the type ordering
effect through the use of selective attention, and is an end-to-
end differentiable model that is straightforward to attach to a
CNN front-end (although we leave an exploration of end-to-
end training of the combined model for future work). As a
baseline, we compared the CNN-ALCOVE model to a stan-
dard neural network architecture, replacing the exemplar cat-
egorization module with a set of feedforward layers, which
we refer to as the CNN-MLP model. The set-up of our mod-
els is shown in Figure 2, and the following section provides
additional details for each of these models.

CNN Architectures First, as a pre-processing step for both
models, the raw image of a stimulus, denoted x, was passed
through an ImageNet (Deng et al., 2009) pre-trained convo-
lutional neural network up to the penultimate layer to extract
a set of visual features,

f (x) =CNN(x) = [ f1, f2, . . . , fD]. (1)

This results in a high-dimensional, abstract representation of
the input stimulus, where the number of features D is equal to
the size of the penultimate layer of the CNN, and generally far
larger than the commonly used 3-dimensional abstract binary
representation. We chose to extract features from the penul-
timate layer because it allowed for a simpler comparison of
results across different CNN architectures and may be better
suited to representing abstract features like shape from the
stimuli in our simulations. In this work, we tested three stan-
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the stimulus encoding. For each type, there are six possible permu-
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tic images. These images may not be well represented in the
kinds of datasets used to train CNNs, and such models may
not be able to extract the relevant features for categorization.
Second, the effect is based on the relative ordering across cat-
egory types. Whereas recent work using CNNs has examined
categorization behavior for known categories, here, we are
explicitly interested in the pattern of learning for novel cate-
gories and whether the same ordering learning curves can be
reproduced.

In this paper, we test this question by creating a hybrid
model that extracts features from images of psychological
stimuli using a CNN, and passes this to ALCOVE (Kruschke,
1992), an exemplar category learning model with learned at-
tentional weights, which we call CNN-ALCOVE-Attn. As a
control, we contrast our model against a variant with no atten-
tional learning (CNN-ALCOVE-No-Attn) and one where the
CNN features are passed into a multi-layer perceptron (CNN-
MLP). In the original ALCOVE paper, both of these variants
were unable to produce the correct ordering, and serve as
useful baselines here. We test these models against various
CNN architectures and image datasets, and across an exten-
sive range of hyperparameters. Our results show that while
our model can reproduce this effect, the successes were only
observed in a limited number of configurations tested.

Methods
Datasets We used three datasets for our simulations, each
containing 8 images of stimuli spanning all possible configu-
rations of the three binary features, as shown in Figure 1. The
image-based realization of each binary feature is different for
each dataset. In SHJ Set 1 (from Love (2002)), the three bi-
nary features are color (purple or blue), the presence of dots
(dots or no dots), and the presence of a line (line or no line). In
SHJ Set 2 (from Crump et al. (2013)), the images are varying
geometric shapes on a black background with a green bor-
der, with the three binary features being size (large or small),
shape (square or triangle), and color (black or white). Fi-
nally, in SHJ Set 3 (from Guest and Love (2019)), the three
binary features are the same as SHJ Set 2 but with different
values and visual appearance, with size (large or small), shape
(circle or square), and color (red or blue). Additionally, for
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between the abstract and image-based features. To computa-
tional models that take in the abstract feature representation
as input, these different image-based realizations are identi-
cal. However, each of the image sets are quite perceptually
different from one another, and therefore the different per-
mutations for each of the six types may differ. Furthermore,
using multiple image sets provided us with a good robustness
check for whether the type ordering effect would be consis-
tent across different image sets that are typically used in cat-
egory learning experiments.

Computational Model In this section, we describe our
variant of an attention-weighted deep exemplar model based
on the original ALCOVE model by Kruschke (1992), which
we refer to as CNN-ALCOVE. ALCOVE was chosen be-
cause the original model naturally captures the type ordering
effect through the use of selective attention, and is an end-to-
end differentiable model that is straightforward to attach to a
CNN front-end (although we leave an exploration of end-to-
end training of the combined model for future work). As a
baseline, we compared the CNN-ALCOVE model to a stan-
dard neural network architecture, replacing the exemplar cat-
egorization module with a set of feedforward layers, which
we refer to as the CNN-MLP model. The set-up of our mod-
els is shown in Figure 2, and the following section provides
additional details for each of these models.

CNN Architectures First, as a pre-processing step for both
models, the raw image of a stimulus, denoted x, was passed
through an ImageNet (Deng et al., 2009) pre-trained convo-
lutional neural network up to the penultimate layer to extract
a set of visual features,

f (x) =CNN(x) = [ f1, f2, . . . , fD]. (1)

This results in a high-dimensional, abstract representation of
the input stimulus, where the number of features D is equal to
the size of the penultimate layer of the CNN, and generally far
larger than the commonly used 3-dimensional abstract binary
representation. We chose to extract features from the penul-
timate layer because it allowed for a simpler comparison of
results across different CNN architectures and may be better
suited to representing abstract features like shape from the
stimuli in our simulations. In this work, we tested three stan-
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tic images. These images may not be well represented in the
kinds of datasets used to train CNNs, and such models may
not be able to extract the relevant features for categorization.
Second, the effect is based on the relative ordering across cat-
egory types. Whereas recent work using CNNs has examined
categorization behavior for known categories, here, we are
explicitly interested in the pattern of learning for novel cate-
gories and whether the same ordering learning curves can be
reproduced.

In this paper, we test this question by creating a hybrid
model that extracts features from images of psychological
stimuli using a CNN, and passes this to ALCOVE (Kruschke,
1992), an exemplar category learning model with learned at-
tentional weights, which we call CNN-ALCOVE-Attn. As a
control, we contrast our model against a variant with no atten-
tional learning (CNN-ALCOVE-No-Attn) and one where the
CNN features are passed into a multi-layer perceptron (CNN-
MLP). In the original ALCOVE paper, both of these variants
were unable to produce the correct ordering, and serve as
useful baselines here. We test these models against various
CNN architectures and image datasets, and across an exten-
sive range of hyperparameters. Our results show that while
our model can reproduce this effect, the successes were only
observed in a limited number of configurations tested.
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Datasets We used three datasets for our simulations, each
containing 8 images of stimuli spanning all possible configu-
rations of the three binary features, as shown in Figure 1. The
image-based realization of each binary feature is different for
each dataset. In SHJ Set 1 (from Love (2002)), the three bi-
nary features are color (purple or blue), the presence of dots
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between the abstract and image-based features. To computa-
tional models that take in the abstract feature representation
as input, these different image-based realizations are identi-
cal. However, each of the image sets are quite perceptually
different from one another, and therefore the different per-
mutations for each of the six types may differ. Furthermore,
using multiple image sets provided us with a good robustness
check for whether the type ordering effect would be consis-
tent across different image sets that are typically used in cat-
egory learning experiments.

Computational Model In this section, we describe our
variant of an attention-weighted deep exemplar model based
on the original ALCOVE model by Kruschke (1992), which
we refer to as CNN-ALCOVE. ALCOVE was chosen be-
cause the original model naturally captures the type ordering
effect through the use of selective attention, and is an end-to-
end differentiable model that is straightforward to attach to a
CNN front-end (although we leave an exploration of end-to-
end training of the combined model for future work). As a
baseline, we compared the CNN-ALCOVE model to a stan-
dard neural network architecture, replacing the exemplar cat-
egorization module with a set of feedforward layers, which
we refer to as the CNN-MLP model. The set-up of our mod-
els is shown in Figure 2, and the following section provides
additional details for each of these models.

CNN Architectures First, as a pre-processing step for both
models, the raw image of a stimulus, denoted x, was passed
through an ImageNet (Deng et al., 2009) pre-trained convo-
lutional neural network up to the penultimate layer to extract
a set of visual features,

f (x) =CNN(x) = [ f1, f2, . . . , fD]. (1)

This results in a high-dimensional, abstract representation of
the input stimulus, where the number of features D is equal to
the size of the penultimate layer of the CNN, and generally far
larger than the commonly used 3-dimensional abstract binary
representation. We chose to extract features from the penul-
timate layer because it allowed for a simpler comparison of
results across different CNN architectures and may be better
suited to representing abstract features like shape from the
stimuli in our simulations. In this work, we tested three stan-



raw pixels could not possibly distinguish the latter two, while putting 
the former two in the same category. This is why shallow classifiers 
require a good feature extractor that solves the selectivity–invariance 
dilemma — one that produces representations that are selective to 
the aspects of the image that are important for discrimination, but 
that are invariant to irrelevant aspects such as the pose of the animal. 
To make classifiers more powerful, one can use generic non-linear 
features, as with kernel methods20, but generic features such as those 
arising with the Gaussian kernel do not allow the learner to general-
ize well far from the training examples21. The conventional option is 
to hand design good feature extractors, which requires a consider-
able amount of engineering skill and domain expertise. But this can 
all be avoided if good features can be learned automatically using a 
general-purpose learning procedure. This is the key advantage of 
deep learning. 

A deep-learning architecture is a multilayer stack of simple mod-
ules, all (or most) of which are subject to learning, and many of which 
compute non-linear input–output mappings. Each module in the 
stack transforms its input to increase both the selectivity and the 
invariance of the representation. With multiple non-linear layers, say 
a depth of 5 to 20, a system can implement extremely intricate func-
tions of its inputs that are simultaneously sensitive to minute details 
— distinguishing Samoyeds from white wolves — and insensitive to 
large irrelevant variations such as the background, pose, lighting and 
surrounding objects. 

Backpropagation to train multilayer architectures 
From the earliest days of pattern recognition22,23, the aim of research-
ers has been to replace hand-engineered features with trainable 
multilayer networks, but despite its simplicity, the solution was not 
widely understood until the mid 1980s. As it turns out, multilayer 
architectures can be trained by simple stochastic gradient descent. 
As long as the modules are relatively smooth functions of their inputs 
and of their internal weights, one can compute gradients using the 
backpropagation procedure. The idea that this could be done, and 
that it worked, was discovered independently by several different 
groups during the 1970s and 1980s24–27.  

The backpropagation procedure to compute the gradient of an 
objective function with respect to the weights of a multilayer stack 
of modules is nothing more than a practical application of the chain 

rule for derivatives. The key insight is that the derivative (or gradi-
ent) of the objective with respect to the input of a module can be 
computed by working backwards from the gradient with respect to 
the output of that module (or the input of the subsequent module) 
(Fig.!1). The backpropagation equation can be applied repeatedly to 
propagate gradients through all modules, starting from the output 
at the top (where the network produces its prediction) all the way to 
the bottom (where the external input is fed). Once these gradients 
have been computed, it is straightforward to compute the gradients 
with respect to the weights of each module. 

Many applications of deep learning use feedforward neural net-
work architectures (Fig. 1), which learn to map a fixed-size input 
(for example, an image) to a fixed-size output (for example, a prob-
ability for each of several categories). To go from one layer to the 
next, a set of units compute a weighted sum of their inputs from the 
previous layer and pass the result through a non-linear function. At 
present, the most popular non-linear function is the rectified linear 
unit (ReLU), which is simply the half-wave rectifier f(z) = max(z, 0). 
In past decades, neural nets used smoother non-linearities, such as 
tanh(z) or 1/(1 + exp("z)), but the ReLU typically learns much faster 
in networks with many layers, allowing training of a deep supervised 
network without unsupervised pre-training28. Units that are not in 
the input or output layer are conventionally called hidden units. The 
hidden layers can be seen as distorting the input in a non-linear way 
so that categories become linearly separable by the last layer (Fig.!1). 

In the late 1990s, neural nets and backpropagation were largely 
forsaken by the machine-learning community and ignored by the 
computer-vision and speech-recognition communities. It was widely 
thought that learning useful, multistage, feature extractors with lit-
tle prior knowledge was infeasible. In particular, it was commonly 
thought that simple gradient descent would get trapped in poor local 
minima — weight configurations for which no small change would 
reduce the average error. 

In practice, poor local minima are rarely a problem with large net-
works. Regardless of the initial conditions, the system nearly always 
reaches solutions of very similar quality. Recent theoretical and 
empirical results strongly suggest that local minima are not a serious 
issue in general. Instead, the landscape is packed with a combinato-
rially large number of saddle points where the gradient is zero, and 
the surface curves up in most dimensions and curves down in the 

Figure 2 | Inside a convolutional network. The outputs (not the filters) 
of each layer (horizontally) of a typical convolutional network architecture 
applied to the image of a Samoyed dog (bottom left; and RGB (red, green, 
blue) inputs, bottom right). Each rectangular image is a feature map 

corresponding to the output for one of the learned features, detected at each 
of the image positions. Information flows bottom up, with lower-level features 
acting as oriented edge detectors, and a score is computed for each image class 
in output. ReLU, rectified linear unit.
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Some conclusions
• We still don’t know exactly what these recent advances in machine learning mean 

for the cognitive science of concepts 
• ConvNets — the dominant algorithm for object classification from images — don’t 

fit neatly into current psychological theories of concepts 
• Alexa’s results point to difficulties in applying ConvNets out of the box to interface 

with raw experimental stimuli 
• My view is that interactions between these two fields are critical for advancing both


